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Abstract

Why we evaluate models in multi-agent environments: the social skills real-world systems
need, and the full data legibility simulations give us.

We believe that as Al takeoff continues and models get more integrated into the real world, there is
and will be a massive shortage of understanding of how models behave in complex systems with hu-
mans. We think multi-agent simulated environments, if designed and applied correctly, can meet
this shortfall of evaluations that we are about to face and let us create some of the most fascinating,
emergent simulated worlds while doing so.

The current evaluation and training industry (correctly) focuses on single-agent domain tasks and
real-world data. This is very useful, and its merit shows in the gains on agentic adoption, but we
strongly believe the skills needed to succeed in the real world cannot come from graded assessments
on scientific tasks alone.

Humans have built so much infrastructure and institutional effort into evaluating you from the mo-
ment you’re born, and we still do a bad job at it. Should we expect models to diffuse into real-world
autonomous systems without knowing if they can negotiate, socialize, collaborate, and the other cru-
cial skills we measure in humans?

Multi-agent simulations are prone to exactly the emergent, real-world social complexities that are
typically hard to measure quantifiably at scale. They also come with the inherent benefit of full data
legibility by construction. We can see all the traces, game states, calculations, and luck variables
that are impossible to view for evaluations made in the real world. We can see why a negotiation
went sour for both parties, whether a business lost profits to luck, and the causality and factors be-
hind any event. This is the direction we are betting our research lab on: evaluating models for the
capabilities that will let the future of Al be safe and aligned to real-world social complexity, while
helping takeoff continue.
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